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Abstract— 3D multi-object tracking is an important component in robotic perception systems such as self-driving vehicles.
Recent work follows a tracking-by-detection pipeline, which
aims to match past tracklets with detections in the current
frame. To avoid matching with false positive detections, prior
work filters out detections with low confidence scores via a
threshold. However, finding a proper threshold is non-trivial,
which requires extensive manual search via ablation study.
Also, this threshold is sensitive to many factors such as target
object category so we need to re-search the threshold if these
factors change. To ease this process, we propose to automatically
select high-quality detections and remove the efforts needed for
manual threshold search. Also, prior work often uses a single
threshold per data sequence, which is sub-optimal in particular
frames or for certain objects. Instead, we dynamically search
threshold per frame or per object to further boost performance.
Through experiments on KITTI and nuScenes, our method can
filter out 45.7% false positives while maintaining the recall,
achieving new S.O.T.A. performance and removing the need
for manually threshold tuning.

I. I NTRODUCTION
Multi-object tracking (MOT) is one of the essential techniques in modern perception systems and has been widely
used in robotic applications such as autonomous driving [1]–
[3] and assistive robots [4]–[6]. Compared to 2D MOT [7]–
[12] which detects/tracks objects in video, 3D MOT [13]–
[15] tracks objects in 3D space represented as 3D bounding
boxes. To approach 3D MOT, recent work often follows a
tracking-by-detection pipeline, where the goal is to match
past tracklets with 3D detections in the current frame. As the
detections come from real-world 3D object detectors [16]–
[18], there will be inevitably many false positives, which
can be wrongly matched to past tracklets or used to create
false positive tracklets, leading to sub-optimal performance.
Therefore, to achieve strong 3D MOT performance, a detection selection technique is needed to filter out false positives
while maintain as many true positives as possible.
Fortunately, a confidence score accompanied with every
detection is usually provided by the 3D detector. This score
indicates how confident the detector believes the detection
is high-quality (i.e., estimated location/size are precise and
predicted object category is accurate). As this score indicating detection quality is approximately close to as indicating
probability of the detection being a true positive, prior work
[8], [13], [19]–[26] has widely used this confidence score for
detection selection (Fig. 1 left), i.e., filter out detections with
low scores, and has shown performance improvements.
Despite being successful, score-based filtering for detection selection used in prior work has two main drawbacks:
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Fig. 1. Effectiveness of Automatic Detection Selection. (Left) To improve
performance, prior work needs manual threshold search to filter out false
positives in pre-processing, which requires significant efforts on the user
side. (Right) Our AutoSelect can automatically search for the best threshold
and can be trained with data association network in an end-to-end fashion.

(1) A proper confidence score threshold needs to be manually
searched, which requires non-trivial efforts on the user side.
This process is usually an exhaustive/half-interval search via
extensive experiments (Fig. 1 left), i.e., evaluate performance
on the validation set with the use of a list of thresholds,
and keep the threshold achieving the highest performance.
Also, this search process is usually not done once and for
all. This is because the threshold is very sensitive to many
factors such as data sequence, target object category and
distribution of detection scores so the threshold needs to
be re-searched if one of the factors changes, e.g., using
detections produced by a different detector, switching from
tracking vehicles to people; (2) As the threshold searching
process is performed manually, it is impractical to adapt the
threshold to every frame or every detection. As a result, prior
works [8], [21], [26]–[29] used a single global threshold for
filtering on the entire dataset. To improve performance, a
few works [30] attempted to search threshold specific to each
sequence, as detections in each sequence can have different
score distribution. However, using a threshold per sequence is
still not optimal as score distribution can vary across frames
within the same sequence, e.g., true positive detections might
have lower scores at certain frames due to large distance to
the sensor (Fig. 2 right) or occlusion.
To deal with the above two drawbacks of manual detection
selection, we propose an automatic and dynamic detection
selection technique for 3D MOT, which we call AutoSelect.
AutoSelect has three advantages: (1) it can automatically
select true positive detections for data association, without
the need for manual threshold search via extensive experiments (Fig. 1 right); (2) AutoSelect can be trained end-toend with the data association network and optimized for the
MOT objective, which is different from manual detection
selection performed as a pre-processing step to data associ-

ation; (3) AutoSelect makes it possible to perform dynamic
threshold search which can lead to better detection selection
in particular frames or to specific detections as shown in
Fig. 2. To validate AutoSelect, we embed it into a S.O.T.A.
3D MOT method [14] and jointly train the entire system
end-to-end. Unsurprisingly, as shown in the experiments, our
system with AutoSelect is able to filter out a large portion
of false positives (e.g., 45.7% on KITTI) while preserving
recall, which leads to new S.O.T.A. 3D MOT performance.
To summarize, our contributions are as follows:
1) Our AutoSelect removes the efforts needed for manual
search of the confidence threshold in 3D MOT;
2) AutoSelect can dynamically search the best threshold
suitable to every frame or every detection;
3) AutoSelect for the first time makes it possible to jointly
optimize detection selection with data association;
4) Our system with automatic and dynamic detection selection achieves new S.O.T.A. 3D MOT performance.
II. R ELATED W ORK
Given 2D and/or 3D sensor data, 3D MOT aims to track
multiple objects in 3D space represented as 3D boxes. Recent
work approaches 3D MOT in an online fashion using a
tracking-by-detection pipeline [13], [31]. First, an 3D object
detector is applied to the current frame to obtain detections.
Then, we extract discriminative features for detections in
the current frame and tracklets constructed in past frames
to compute a similarity matrix where each entry represents
the similarity score between a pair of detection/tracklet. This
matrix is fed to a bipartite matching solver such as Hungarian
algorithm [32] which assigns identities to detections and
construct new tracklets in the current frame. The key factors
to performance of this pipeline are two-fold: (1) object
detection quality and (2) discriminative feature learning.
A. Improving Detection Quality in 3D MOT
The most important factor to performance of the trackingby-detection pipeline is detection quality, i.e., false positives
(FPs) and false negatives (FNs). This is because, if a target
cannot be detected (i.e., a FN) for a few frames, it is hard to
match past tracklets with the target and construct tracklets
of the target in following frames. Also, if there are many FP
detections that continue to appear for a few frames, it is easy
to construct FP tracklets for non-existing objects. Both such
cases will degrade tracking performance.
Historically, researchers improve detection quality by developing better detectors. To that end, a large number of 3D
object detectors have been proposed to improve performance.
For example, for the car class on the KITTI [33] 3D detection
benchmark, AP (average precision) in the moderate level
of difficulty has improved from 66.47 [34] to 81.43 [35]
in two years. To achieve S.O.T.A performance, prior work
often leverages point clouds captured by the LiDAR sensor,
which provide accurate depth information. The differences in
prior work lie in how to process point clouds, which include
(1) methods [34], [36], [37] that project point clouds into
bird’s eye view images and apply 2D Convolutional Neural
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Fig. 2. Effectiveness of Dynamic Detection Selection. Using a single
threshold for detection selection might not be optimal for different frames.
As highlighted in the two orange ellipses, our dynamic detection selection
learns to allow true positives with low scores for data association and
constructing tracklets (e.g., the tracked object with a score of 1.48 and a ID
of 82 in the right) while filter out false positives with high scores (e.g., the
filtered object with a score of 2.81 in the left).

Networks (CNNs), (2) approaches [38]–[40] that voxelize
clouds into 3D tensors and then use 3D CNNs, or (3) methods that process point clouds with point-based convolution
[17], [35], [41]. However, given a fixed 3D object detector
(e.g., the best available detector at the moment), how could
we further improve detection quality?
One solution to the above question is to pre-process the
detections obtained from the best detector. For example,
we can reduce FPs by score-based filtering. Also, we can
reduce FNs by interpolating tracklet segments corresponding
to the same object. Although pre-processing techniques have
been widely used in prior work [8], [13], [19]–[26], [30] to
improve performance, they are often based on heuristics and
require a significant amount of efforts on the user side to
manually search for a proper threshold. Different from prior
work, we for the first time propose an automatic technique
to improve detection quality given fixed detections, with
a specific focus on detection selection, i.e., reducing the
number of FPs. Also, our automatic detection selection is
no longer a pre-processing step but can be integrated into
any modern 3D MOT systems with end-to-end training.
B. Discriminative Feature Learning in 3D MOT
To obtain discriminative feature, prior work has explored
different types of features, among which motion [13], [31],
[42] and appearance features [20], [43]–[45] turn out to be
the most discriminative. To leverage complementary information in both features, recent work [14], [46] tends to fuse
two features. Also, beyond learning isolated features for each
object, recent work [14], [15], [47] improves discriminative
feature learning by encoding contextual features and modeling interaction using Graph Neural Networks (GNNs), which
has largely improved performance. To leverage the success in
the literature, we build our system on top of [14] which has
both advantages of feature fusion and GNN-based interaction
modeling. By embedding AutoSelect into [14], our system
has both the capabilities of improving detection quality and
learning discriminative features.

…...

LSTM

LSTM

AutoSelect

features of
other objects

+

……

Shared

Point Cloud

LSTM

Shared

…...

RGB

…...

+

…...

…...

LSTM

…...
…...

LSTM

…...

Point Cloud

…...

……

…...

+

Node Feature Aggregation

…...

MLP

High-pass filter

Concatenation

Node Feature Aggregation

……

LSTM

Threshold
Regression

MLP

Estimated Detection
Threshold ss

Edge Regression

Edge Regression

Edge Regression

……

……
RGB

(a) Feature Extraction

(b) Detection Selection

(c) Graph Neural Network for Data Association

Fig. 3. Proposed System: (a) A feature extraction module is used to learns multi-modal features for each tracked object oi and for each 3D detection dj ;
(b) A detection selection module is used to automatically and dynamically estimate detection threshold every frame and filter out false positive detections
with scores lower than the threshold; (c) A Graph Neural Network is used to encode contextual features between survived objects by modeling interaction.

III. A PPROACH
Let O={o1 , . . . , oM } denotes the set of M tracklets in
past frames. Each tracklet oi =[o−H
, . . . , o−1
i
i ] consists of
associated 3D detections of the i-th tracked object in the
past H frames. The associated 3D detection at frame ξ ∈ {tξ
H+1, . . ., t-1, t} is a tuple o3D
i,ξ =[x, y, z, l, w, h, θ, s, I]i ,
where (x, y, z) is the object center in 3D space, (l, w, h) is
the object size, θ is the heading angle, s is the confidence
score, and I is the assigned ID. Let D={d1 , . . . , dN } denotes
the set of N 3D detections in the current frame t+1 by a 3D
t+1
is
detector. Each 3D detection d3D
j =[x, y, z, l, w, h, s, θ]j
t
defined similarly to the past associated detections oi except
without the assigned ID I. The goal of online 3D MOT is
to associate 3D detection dj ∈ D with tracklet oi ∈ O and
assign an ID to dj , and then perform this data association
process over the entire sequence.
We illustrate our 3D MOT system in Fig. 3, which
contains three modules: (a) a feature extraction module that
extracts multi-modal discriminative features (2D motion, 3D
motion, 2D appearance, 3D appearance) from O and D; (b)
an automatic and dynamic detection selection module that
estimates a detection threshold τ̂ per frame and filter out
detections with scores lower than τ̂ ; (c) a GNN that takes
the features of non-filtered objects as nodes and encodes
contextual features for each object node via interaction.
A. Feature Extraction
To extract complementary features from different modalities, our feature extraction has four branches for 3D motion/appearance and 2D motion/appearance respectively.
3D Motion Feature. For each tracklet oi , we use a two-layer
LSTM [48] with a hidden dimension of 32 to extract 3D
motion feature. The input to the LSTM at every time stamp
ξ
is the 3D box o3D
i,ξ =[x, y, z, l, w, h, θ, s]i (no need to include
I here). We use past H=5 frames to obtain information from
history. For each 3D detection dj , we only have its 3D

t+1
(not a
box in the current frame d3D
j =[x, y, z, l, w, h, s, θ]j
tracklet), we use a two-layer (8⇒16⇒32) MLP (Multi-Layer
Perceptron) to extract its location information.

3D Appearance Feature. For each oi or dj , we crop the
point cloud enclosed by its 3D box with a size of P (number
of points) × 4 (x, y, z, reflectance). Then, we feed the point
cloud to a PointNet [49] (4⇒16⇒32⇒64⇒128 ⇒64⇒32)
to extract the 3D appearance feature. As there is a list of
clouds for tracklets (one cloud per time stamp), it will be
computationally expensive to process all these clouds, so we
only use the cloud in the most recent frame t for tracklets.
The PointNet is shared for all tracklets O and detections D.
2D Motion Feature. In addition to 3D features, we leverage
2D features. To obtain 2D box corresponding to each 3D box,
we project eight corners of the 3D box into image plane
given camera matrix and compute the minimum bounding
rectangle of the projected corners as the 2D box. Formally,
t+1
each 2D box is parameterized as d2D
or
j =[xc , yc , w, h]j
ξ
2D
oi,ξ =[xc , yc , w, h]i where (xc , yc ) is the object center in
image plane, (w, h) is width and height of the 2D box.
Since the confidence score s has been already encoded in
3D features, we do not add s into the 2D parameterization.
Similar to 3D motion feature extraction, we feed tracklets
o2D
to a two-layer LSTM with a dimension of 32 to obtain
i
2D motion feature. For 2D detection d2D
j , we use a two-layer
MLP (4⇒8⇒32) to extract its 2D location information.
2D Appearance Feature. We use image crop to extract 2D
appearance feature. Given 2D box of d2D
or o2D
j
i , we crop
its image patch and feed it to a ResNet-34 [50] followed by
a fully connected layer to obtain 2D appearance feature with
a size of 32. Similar to the 3D appearance branch, we only
use the most recent frame of image crop for 2D tracklets.
We apply the above feature extraction to all objects in O
and D, though we only illustrate for one tracklet oi and one
detection dj in Fig. 3. Then, we fuse the extracted 2D/3D

motion/appearance features by concatenation to obtain the
final features with a dimension of 128 (e.g., fjt+1 for dj and
fit for oi ), which are then used in the following modules.
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+

B. Automatic and Dynamic Detection Selection
To filter out FPs given detections and improve quality of
detections used for data association, the key is to perform
detection selection as shown in Fig. 3 (b). Our detection
selection module takes output features from the feature
extraction module and estimates a detection threshold τ̂ every
frame via a threshold regression module. Then, we pass the
estimated threshold and all raw detections as inputs to a highpass filter which only selects feature of objects that have a
raw score higher than the threshold τ̂ .
1) Threshold Regression Network (TRN): To estimate the
detection threshold τ̂ (a single scalar) from high-dimensional
features, it is straightforward to use a three-layer MLP
(128⇒32 ⇒8⇒1). As the number of objects including tracklets and detections can vary across frames, the input to TRN
is a variable-sized feature with the size of (M + N ) × 128.
As a result, a max-pooling (MP) operator is needed to reduce
the size of the feature to be fixed which is required by MLP.
In addition to investigate the architecture of TRN, another
important question is what information we should feed into
TRN to achieve the best detection selection. As information
of tracked objects in past frames such as their locations and
sizes could be useful to identity FPs in the current frame, one
straightforward option is to feed high-dimensional features
of O and D all together into TRN as shown in Fig. 3. To
validate if information of past objects is actually useful to
detection selection, an alternative is to use only features
of detections as inputs to TRN. Also, as data association
and detection selection might require very different features,
using the same features for both tasks as shown in Fig. 3
might not be optimal. So we experimented using raw 3D
boxes including scores of detections or of detections/tracklets
as inputs to TRN in the ablation study.
To train our TRN, it is important to obtain a proper detection threshold τ as ground truth. Given a list of detections
including their scores S = {s1 , s2 , · · · , sN } and ground truth
(GT) object boxes in the current frame, we first match the
detections with GT using the Hungarian algorithm to identity
which detections are FPs and which are true positives (TP).
Also, an Intersection of Union (IoU) threshold of IoUmin is
used for the matching. Once we are aware of the attribute
of detections (FP or TP), we can split S into STP and SFP
where they denote a list of scores of detections which are
TPs and FPs respectively. As the goal of AutoSelect is to
filter out most FPs while preserve TPs and recall, the most
straightforward solution is to obtain GT τ is as follows:
τ = min(STP ) − sbuff ,

Ground Truth

(1)

where sbuff is a scalar that gives some buffer space between
the threshold boundary and minimum score of all TPs. In
practice, we found that using sbuff = 3 works quite well. In
fact, if the estimated threshold τ̂ can be perfectly close to
GT τ , there will be no TP filtered out (perfectly maintain
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Fig. 4. (Left) Using a per-frame threshold cannot separate TP/FP detections
perfectly. As highlighted in orange ellipses, a TP detection (e.g., the top
one with a score of -0.39) can have a lower score than other FP detections
(e.g., the FP detections with a score of 5.22 in the left and with scores of
1.00/1.77 in the right ellipse). Note that only detections have scores beside
and a TP detection means that a detection is overlapped with a GT. (Right)
The network architecture of our instance-level AutoSelect, which aims to
estimate the probability of being a TP for each individual detection.

the maximum recall) while many FPs can be filtered out.
However, one disadvantage of Eq. 1 is that it can cause
instability during TRN training as there is no constraint of
upper bound of τ . For example, sometimes there is only one
very confident TP detection that is very close and has a high
score (e.g., 13.0) and a few weak TP detections that are far
with low scores (e.g., 3.5, 3.1). As those far objects are hard
to detect, it is possible that they are detected at frame t but
missed at frame t + 1. In such case, the GT τ computed
by Eq. 1 at frame t and t + 1 are very different: 10.0 v.s
0.1, i.e., suddenly become much larger in frame t + 1. If we
force TRN to learn with such GT τ , the network can easily
predict a very large threshold at test time which filters out
many TPs and disobey our goal. In fact, we observed that
this case happens very frequently so that adding an upper
bound to the GT threshold as below is needed:
τ = min(min(STP ) − sbuff , supper ),

(2)

where supper is a scalar as the upper bound of τ . By analyzing
distribution of scores of FPs/TPs produced by the 3D detector
[17], we found supper = 3 statistically works well in practice.
For example, in the training set of KITTI tracking dataset,
86.29% of FP detections by [17] have scores lower than 3
while 89.82% TP detections have scores higher than 3. Once
we have computed the GT τ , we can now train the TRN via a
L2 loss by minimizing the difference between the estimated
threshold τ̂ and GT detection threshold τ .
2) Frame-level vs. Instance-level: With the above TRN,
we can dynamically adapt detection selection to every frame.
However, would it be possible that in the same frame the
best detection selection rule is different for each detection?
Our answer is yes. For example in Fig. 4 (left), in the same
frame, a TP detection might have a lower score than FP
detections due to the fact this TP object is far from the
sensor or is occluded by objects in front so its detection is
highly uncertain with a low score. In this case, frame-level
AutoSelect cannot perfectly filter out the FP while preserve
the TP using a per-frame threshold, i.e., it will either filter
out all or preserve both the TP/FP detections.
To deal with the issue that a per-frame detection threshold

TABLE I
3D MOT PERFORMANCE ON THE CAR CATEGORY OF KITTI DATASET.
Evaluation matching criteria

Method
0 19)

sAMOTA↑

AMOTA↑

AMOTP↑

MOTA↑

MOTP↑

IDS↓

FRAG↓

FP↓

FN↓

3D IoUthres = 0.25

mmMOT [45] (ICCV
FANTrack [46] (IV 0 20)
AB3DMOT [13] (IROS 0 20)
GNN3DMOT [14] (CVPR 0 20)
Frame-level AutoSelect (Ours)
Instance-level AutoSelect (Ours)

70.61
82.97
93.28
93.68
93.46
93.66

33.08
40.03
45.43
45.27
45.97
46.52

72.45
75.01
77.41
78.10
78.20
78.05

74.07
74.30
86.24
84.70
87.27
87.48

78.16
75.24
78.43
79.03
78.86
78.99

10
35
0
23
0
3

55
202
15
54
9
10

946
1146
365
470
324
255

1012
751
788
795
743
791

3D IoUthres = 0.5

mmMOT [45] (ICCV 0 19)
FANTrack [46] (IV 0 20)
AB3DMOT [13] (IROS 0 20)
GNN3DMOT [14] (CVPR 0 20)
Frame-level AutoSelect (Ours)
Instance-level AutoSelect (Ours)

69.14
80.14
90.38
90.24
90.60
92.85

32.81
38.16
42.79
42.73
43.24
45.73

72.22
73.62
75.65
76.38
76.40
78.31

73.53
72.71
84.02
81.17
85.13
85.48

78.51
74.91
78.97
79.86
79.70
79.55

10
36
0
41
0
2

64
211
51
113
49
59

849
1263
480
475
340
304

1296
915
859
1062
906
903

3D IoUthres = 0.7

mmMOT [45] (ICCV 0 19)
FANTrack [46] (IV 0 20)
AB3DMOT [13] (IROS 0 20)
GNN3DMOT [14] (CVPR 0 20)
Frame-level AutoSelect (Ours)
Instance-level AutoSelect (Ours)

63.91
62.72
69.81
73.22
76.01
76.13

24.91
24.71
27.26
29.09
31.40
31.41

67.32
66.06
67.00
67.22
69.29
69.33

51.91
49.19
57.06
61.62
63.48
65.46

80.71
79.01
82.43
82.57
82.50
82.61

24
38
0
5
0
0

141
406
157
214
209
192

980
1328
966
787
668
515

2970
2871
2632
2424
2436
2421

cannot perfectly separate TPs and FPs (i.e., filter out all FPs
and preserve all TPs), we propose a variant of AutoSelect for
instance-level detection selection as shown in Fig. 4 (right).
Instance-level AutoSelect aims to estimate the probability of
being a TP (i.e. true positiveness) for each detection at every
frame. Specifically, for each detection dj , we use its own feat
}
ture fjt+1 and features of tracked objects {f1t , f2t , · · · , fM
as inputs to a MLP+MP network (the same as TRN) with an
additional Sigmoid function in the end to obtain its selection
probability λ̂j . Also, this network is shared for all detections.
To train our instance-level AutoSelect, we need GT for selection probability, which is however very simple to obtain in
the instance-level case. After we identify TPs/FPs by matching detections with GT objects, we assign TP detections with
GT λ of 1 and FP detections with GT λ of 0. As the instancelevel AutoSelect is formulated as a classification problem, we
use a binary-cross entropy loss to train the network. At test
time, we use a probability threshold λthres = 0.1 to select
detections if their λ̂ are larger than λthres . Note that our
selection probability λ̂ is fundamentally different from the
confidence score. This is because our selection probability
λ̂ denotes true positiveness and can better separate TP/FP
detections while the confidence score used in prior work is
only an approximation of true positiveness and cannot well
separate TP/FP detections as shown in Fig. 4 (left).
C. Graph Neural Networks for Data Association
Following [14], we use GNNs to model object interactions
and encode contextual features. Similarly, we use extracted
features f of survived objects (not including objects filtered
out) as nodes to construct a graph. Then, GNNs are used to
update features via node feature aggregation. As we use the
same aggregation rule as [14], we refer readers to [14] for
details. At each layer, we estimate an affinity matrix A by
feeding node features to a MLP for edge regression as shown
in Fig. 3. To train our data association network, we apply an
affinity loss Laff to the estimated affinity matrix A and apply
a batch triplet loss Ltri to the node features, at every layer
of the GNNs. Please refer to [14] for detailed loss equations.
We use the same weight of 1 for all three losses (including
loss for AutoSelect). At test time, we feed the estimated

affinity matrix A to the Hungarian algorithm to obtain the
matching. Then, we use the same tracking management as
[14] for tracklet initialization and termination.
IV. E XPERIMENTS
We evaluate our 3D MOT system on KITTI and nuScenes
[51], which provide 2D/3D sensor data to satisfy our need.
We do not evaluate on 2D MOT datasets such as MOTChallenges [52] as they do not provide 3D sensor data and are not
directly applicable to our 3D MOT system. We use standard
CLEAR metrics [53] (including MOTA, MOTP, IDS, FRAG,
FP, FN) and also the new sAMOTA, AMOTA and AMOTP
metrics proposed in [13] for evaluation. We follow the same
3D MOT evaluation protocol as [13] which employs KITTI
validation set. This is because KITTI MOT benchmark only
supports 2D MOT evaluation on the test set. For KITTI, we
report results on the car subset for comparison. For nuScenes,
we evaluate on all categories and then compute the mean over
all categories. We compare with recent open-source S.O.T.A.
3D MOT systems such as FANTrack [46], mmMOT [45],
AB3DMOT [13], GNN3DMOT [14]. For a fair comparison,
we use the same 3D detections for all 3D MOT methods,
i.e., [17] in KITTI and [54] in nuScenes.
A. Comparison with State-of-the-Art Methods
We summarize 3D MOT evaluation on the KITTI dataset
in Table I. Ours with AutoSelect consistently outperforms
others in most of the metrics at different evaluation criteria
(e.g., 3D IoUthres = 0.25, 0.5, and 0.7). When compared
with GNN3DMOT which our system is built on top of, ours
with AutoSelect consistently reduce FPs while not obviously
increase FNs. Surprisingly, AutoSelect can reduce FNs in
some cases (e.g., when IoUthres = 0.5). This is because
sometimes a FP detection can have a high similarity score
with a tracklet, which prevents this tracklet from being
matched with its corresponding TP detection. If we filter out
such FP detections, then the TP detections can be matched
which reduces FNs. As a result, ours establish new S.O.T.A.
3D MOT performance on KITTI and removes the need of
efforts for manual threshold search. In addition to evaluation
on KITTI, we also evaluate on nuScenes dataset and follow
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Frame 28
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Frame 225

Seq 06
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Seq 06
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Seq 10
Frame 260

Seq 08
Frame 119

Seq 08
Frame 225

Seq 10
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Frame 360

Fig. 5. Visualization of our 3D MOT system with frame-level AutoSelect. The top/bottom rows show results on images and point clouds respectively.
We draw GT objects in blue, outputs of our 3D MOT system (i.e., tracked objects) in green, and filtered detections in red. As highlighted in the orange
ellipses, our AutoSelect can preserve TP detections with lower scores (e.g., score of -0.61 in seq08-frame119) while filter out FP detections with higher
scores (e.g., score of 2.70 in seq08-frame225), which demonstrates that our AutoSelect can dynamically search detection threshold suitable in each frame.
TABLE II
3D MOT P ERFORMANCE ON THE NU S CENES DATASET.
AMOTA

AMOTP

MOTA

Distthres
Distthres
Distthres
Distthres

2
2
2
2

19.64
23.93
29.84
39.90

2.36
2.11
6.21
8.94

22.92
21.28
24.02
29.67

18.60
19.82
23.53
31.40

Ours (Frame-level)
Ours (Instance-level)

Distthres = 2
Distthres = 2

46.44
48.93

11.64
12.92

35.30
36.99

41.45
44.49

Estimated Threshold

1.8
1.6
1.4
1.2
1.0
0.8
0.6
0.4
0.2
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Fig. 6. We show the estimated detection thresholds by AutoSelect on two
KITTI data sequences, which are indeed dynamic over frames.

the same evaluation protocol in [13], [14] which uses a
minimum distance Distthres of 2 meters as the 0matching
criteria. The results are summarized in Table II. Similar to
the trend of results in KITTI, ours with AutoSelect which
can reduce FPs largely improves MOTA performance, which
further brings improvements in sAMOTA/AMOTA as well.
B. Analysis
To demonstrate that frame-level AutoSelect can effectively
reduce FP detections while preserve TPs, we visualize results
of example frames from three sequences of the KITTI dataset
in Fig. 5. As highlighted in orange ellipses, AutoSelect
can indeed estimate different thresholds across frames, i.e.,
estimate a lower threshold to preserve TP detections with low
scores in a particular frame while output a higher threshold
to filter out FP detections with high scores in another frame.
To further confirm how frame-level AutoSelect works, we
plot the estimated thresholds over frames in 6, which demonstrates that our estimated threshold can indeed dynamically
adapt based on the input data in the current frame and a few
recent history frames.
Although frame-level AutoSelect has demonstrated success, what about the problem shown in Fig. 4 that frame-

Fig. 7. Visualization of our 3D MOT system with instance-level AutoSelect. We show that our instance-level AutoSelect can successfully filter out
high-score FPs and maintain low-score TPs in the same frame.

level AutoSelect cannot properly separate FP/TP detections
if the FP detections’ scores are higher than scores of TPs? Is
the proposed instance-level AutoSelect able to resolve this
issue? To answer the questions, we visualize the results of
our 3D MOT system using instance-level AutoSelect in Fig.
7. We can see that, although in a same frame, our instancelevel AutoSelect can successfully filter out FPs with higher
scores and preserve TPs with relatively lower scores, which
provides further performance improvements over the framelevel AutoSelect as shown in Table I and II.
V. C ONCLUSIONS
We proposed an automatic and dynamic detection selection technique that (1) can be embedded to modern 3D MOT
methods for end-to-end training, (2) can remove the need
for extensive search of the detection confidence threshold,
(3) can dynamically adapt detection selection to a particular
frame or to specific object detections and improve 3D MOT
performance by more effective FP reduction. As our current
method is designed specifically for 3D MOT, an extension
to 2D MOT (e.g., embed our AutoSelect with a S.O.T.A.
2D MOT method and show improved performance in videobased MOT benchmarks) will have some practical value.

R EFERENCES
[1] S. Wang, D. Jia, and X. Weng, “Deep Reinforcement Learning for
Autonomous Driving,” arXiv:1811.11329, 2018.
[2] C. Badue, R. Guidolini, R. V. Carneiro, P. Azevedo, V. B. Cardoso,
A. Forechi, L. Jesus, R. Berriel, T. Paixão, F. Mutz, L. Veronese,
T. Oliveira-Santos, and A. F. De Souza, “Self-Driving Cars: A Survey,”
arXiv:1901.04407, 2019.
[3] X. Weng, J. Wang, S. Levine, K. Kitani, and N. Rhinehart, “Inverting the Pose Forecasting Pipeline with SPF2: Sequential Pointcloud
Forecasting for Sequential Pose Forecasting,” CoRL, 2020.
[4] X. Sun, X. Weng, and K. Kitani, “When We First Met: Visual-Inertial
Person Localization for Co-Robot Rendezvous,” IROS, 2020.
[5] A. Manglik, X. Weng, E. Ohn-bar, and K. M. Kitani, “Forecasting
Time-to-Collision from Monocular Video: Feasibility, Dataset, and
Challenges,” IROS, 2019.
[6] S. Kayukawa, K. Higuchi, J. Guerreiro, S. Morishima, Y. Sato,
K. Kitani, and C. Asakawa, “BBeep: A Sonic Collision Avoidance
System for Blind Travellers and Nearby Pedestrians,” CHI, 2019.
[7] Y. Wang, K. Kitani, and X. Weng, “Joint Object Detection and MultiObject Tracking with Graph Neural Networks,” arXiv:2006.13164,
2020.
[8] S. Sharma, J. A. Ansari, J. K. Murthy, and K. M. Krishna, “Beyond
Pixels: Leveraging Geometry and Shape Cues for Online Multi-Object
Tracking,” ICRA, 2018.
[9] N. Lee, X. Weng, V. N. Boddeti, Y. Zhang, F. Beainy, K. Kitani,
and T. Kanade, “Visual Compiler: Synthesizing a Scene-Specific
Pedestrian Detector and Pose Estimator,” arXiv:1612.05234, 2016.
[10] X. Weng, S. Wu, F. Beainy, and K. Kitani, “Rotational Rectification
Network: Enabling Pedestrian Detection for Mobile Vision,” WACV,
2018.
[11] H. Ishioka, X. Weng, Y. Man, and K. Kitani, “Single Camera Worker
Detection, Tracking and Action Recognition in Construction Site,”
ISARC, 2020.
[12] A. Osep, W. Mehner, P. Voigtlaender, and B. Leibe, “Track, Then Decide: Category-Agnostic Vision-Based Multi-Object Tracking,” ICRA,
2018.
[13] X. Weng, J. Wang, D. Held, and K. Kitani, “3D Multi-Object Tracking:
A Baseline and New Evaluation Metrics,” IROS, 2020.
[14] X. Weng, Y. Wang, Y. Man, and K. Kitani, “GNN3DMOT: Graph
Neural Network for 3D Multi-Object Tracking with 2D-3D MultiFeature Learning,” CVPR, 2020.
[15] X. Weng, Y. Yuan, and K. Kitani, “Joint 3D Tracking and Forecasting with Graph Neural Network and Diversity Sampling,”
arXiv:2003.07847, 2020.
[16] X. Weng and K. Kitani, “Monocular 3D Object Detection with PseudoLiDAR Point Cloud,” ICCVW, 2019.
[17] S. Shi, X. Wang, and H. Li, “PointRCNN: 3D Object Proposal
Generation and Detection from Point Cloud,” CVPR, 2019.
[18] H. Yi, S. Shi, M. Ding, J. Sun, K. Xu, H. Zhou, Z. Wang, S. Li,
and G. Wang, “SegVoxelNet: Exploring Semantic Context and Depthaware Features for 3D Vehicle Detection from Point Cloud,” ICRA,
2020.
[19] H.-u. K. B and C.-s. Kim, “CDT: Cooperative Detection and Tracking
for Tracing Multiple Objects in Video Sequences,” ECCV, 2016.
[20] F. Yu, W. Li, Q. Li, and Y. Liu, “POI: Multiple Object Tracking with
High Performance Detection and Appearance Feature,” ECCV, 2016.
[21] N. Wojke, A. Bewley, and D. Paulus, “Simple Online and Realtime
Tracking with a Deep Association Metric,” ICIP, 2017.
[22] Y. Yuan, S. Member, Y. Lu, Q. Wang, and S. Member, “Tracking as A
Whole: Multi-Target Tracking by Modeling Group Behavior with Sequential Detection,” IEEE Transactions on Intelligent Transportation
Systems, 2017.
[23] R. Sanchez-Matilla, F. Poiesi, and A. Cavallaro, “Online Multi-Target
Tracking with Strong and Weak Detections,” ECCVW, 2016.
[24] S. T. B, B. Andres, M. Andriluka, and B. Schiele, “Multi-Person
Tracking by Multicut and Deep Matching,” ECCVW, 2016.
[25] N. Le, A. Heili, and J.-m. Odobez, “Long-Term Time-Sensitive Costs
for CRF-Based Tracking by Detection,” ECCV, 2016.
[26] Z. Wang, L. Zheng, Y. Liu, Y. Li, and S. Wang, “Towards Real-Time
Multi-Object Tracking,” ECCV, 2020.
[27] X. Weng, Y. Yuan, and K. Kitani, “End-to-End 3D Multi-Object
Tracking and Trajectory Forecasting,” ECCVW, 2020.
[28] X. Weng, J. Wang, D. Held, and K. Kitani, “AB3DMOT: A Baseline
for 3D Multi-Object Tracking and New Evaluation Metrics,” ECCVW,
2020.

[29] X. Weng, Y. Wang, Y. Man, and K. Kitani, “Graph Neural Network
for 3D Multi-Object Tracking,” ECCVW, 2020.
[30] X. Jiang, P. Li, Y. Li, and X. Zhen, “Graph Neural Based End-to-End
Data Association Framework for Online Multiple-Object Tracking,”
arXiv, 2019.
[31] A. Bewley, Z. Ge, L. Ott, F. Ramos, and B. Upcroft, “Simple Online
and Realtime Tracking,” ICIP, 2016.
[32] H. W Kuhn, “The Hungarian Method for the Assignment Problem,”
Naval Research Logistics Quarterly, 1955.
[33] A. Geiger, P. Lenz, and R. Urtasun, “Are We Ready for Autonomous
Driving? the KITTI Vision Benchmark Suite,” CVPR, 2012.
[34] J. Ku, M. Mozifian, J. Lee, A. Harakeh, and S. Waslander, “Joint 3D
Proposal Generation and Object Detection from View Aggregation,”
IROS, 2018.
[35] S. Shi, C. Guo, L. Jiang, Z. Wang, J. Shi, X. Wang, and H. Li, “PVRCNN: Point-Voxel Feature Set Abstraction for 3D Object Detection,”
CVPR, 2020.
[36] J. Beltran, C. Guindel, F. M. Moreno, D. Cruzado, F. Garcia, and
A. de la Escalera, “BirdNet: A 3D Object Detection Framework from
LiDAR information,” ITSC, 2018.
[37] C. Xiaozhi, M. Huimin, W. Ji, L. Bo, and X. Tian, “Multi-View 3D
Object Detection Network for Autonomous Driving,” CVPR, 2017.
[38] W. Luo, B. Yang, and R. Urtasun, “Fast and Furious: Real Time Endto-End 3D Detection, Tracking and Motion Forecasting with a Single
Convolutional Net,” CVPR, 2018.
[39] Y. Yan, Y. Mao, and B. Li, “Second: Sparsely embedded convolutional
detection,” Sensors, 2018.
[40] Y. Zhou and O. Tuzel, “VoxelNet: End-to-End Learning for Point
Cloud Based 3D Object Detection,” CVPR, 2018.
[41] C. R. Qi, W. Liu, C. Wu, H. Su, and L. J. Guibas, “Frustum PointNets
for 3D Object Detection from RGB-D Data,” CVPR, 2018.
[42] A. Dewan, T. Caselitz, G. D. Tipaldi, and W. Burgard, “Motion-Based
Detection and Tracking in 3D LiDAR Scans,” ICRA, 2016.
[43] S. Sun, N. Akhtar, H. Song, A. Mian, and M. Shah, “Deep Affinity
Network for Multiple Object Tracking,” TPAMI, 2017.
[44] D. Frossard and R. Urtasun, “End-to-End Learning of Multi-Sensor
3D Tracking by Detection,” ICRA, 2018.
[45] W. Zhang, H. Zhou, S. Sun, Z. Wang, J. Shi, and C. C. Loy, “Robust
Multi-Modality Multi-Object Tracking,” ICCV, 2019.
[46] E. Baser, V. Balasubramanian, P. Bhattacharyya, and K. Czarnecki,
“FANTrack: 3D Multi-Object Tracking with Feature Association Network,” IV, 2019.
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